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1 Introduction
This document describes some of the new features of the Oracle 10g RDBMS release, focusing on those enhancements that apply to Data Warehousing and Business Intelligence in general, and particularly highlighting the features that could offer some benefits to the performance and reliability of the new MDR warehouse database.
2 New Warehousing Features
2.1 The SQLAccess Adviser [Materialized view Warehouse]
Part of the Oracle Database 10g Server Manageability Feature, the SQLAccess Adviser is a new feature that recommends the best combination of indexes and materialized views for a given database workload. Available either at the command line (via the DBMS_ADVISOR package) or through the Advisor Central element of the new web-based Oracle Enterprise Manager, the SQLAccess Adviser is based on the index and summary advisors previously bundled with Oracle 9i and provides a 'one-stop-shop' for tuning and summarizing warehouse data.
2.2 The Tune MView Advisor, and improvements to Query Rewrite [Materialized view Warehouse]
Query Rewrite (the ability for Oracle to transparently redirect queries from detail level to summary tables) is one of the best data warehousing features in Oracle 8i and 9i, but it's sometimes a bit temperamental and you can often find that queries don't actually get rewritten. Sometimes this is because one of the Query Rewrite restrictions has been broken, sometimes it's because the referenced materialized view doesn't contain the correct columns and aggregates. Oracle 10g has a number of improvements to Query Rewrite and the materialized view tuning process that makes this process a bit more productive.

With Oracle Database 10g, query rewrite is now possible when your SELECT statements contains analytic functions, full outer joins, and set operations such as UNION, MINUS and INTERSECT. In addition, you can now use a hint, /*+ REWRITE_OR_ERROR */, which will stop the execution of a SQL statement if query rewrite cannot occur.
Oracle 9i came with two packages, DBMS_MVIEW.EXPLAIN_MVIEW and DBMS_MVIEW.EXPLAIN_REWRITE that could be used to diagnose why a materialized view wasn't being used for query rewrite. However, although these packages told you why rewrite hadn't happened, they left it down to you to work out how to alter your CREATE MATERIALIZED VIEW statement to ensure that rewrite happened correctly. Oracle Database 10g comes with a new advisor package, DBMS_ADVISOR.TUNE_MVIEW that takes as its input a CREATE MATERIALIZED VIEW DML statement, and outputs a corrected version that supports query rewrite and features such as fast refresh.
2.3 Faster Full Table Scans [Materialized view and Stand Alone table warehouses]
Full Table Scans are common in data warehousing environments, and with this in mind table scan performance has been improved in Oracle 10g. Code optimization in Oracle Database 10g has decreased CPU consumption and this leads to faster table scan execution (when queries are CPU bound, rather than I/O bound), and gives the potential for greater query concurrency, offering up to 30-40% speed improvements when comparing CPU-bound queries.
2.4 Automatic Tuning and Maintenance [Materialized view and Stand Alone table warehouses]
Surveys show that over 50% of a DBAs time is spent tuning and monitoring the database server, a task that whilst important is often complex and difficult to get exactly right. With Oracle Database 10g, Oracle has introduced a number of components that together make it possible for the database server to monitor itself, make intelligent changes to configuration, and alert DBAs when situations arise that need manual intervention.

The first component in this framework is the Automatic Workload Repository, which uses an enhanced version of Statspack to collect instance statistics every thirty minutes and stores these for a rolling seven day period. This enhanced version of Statspack now collects a broader range of statistics and has a number of optimizations to streamline the way high-cost SQL statements are captured, ensuring that only SQL activity that has significantly affected performance since the last snapshot are collected. The usage information stored in the Automatic Workload Repository is then used as the basis for all the self-management functionality in Oracle Database 10g.

Next up is the Automatic Maintenance Tasks feature, which acts on the statistics gathered by the Automatic Workload Repository, and carries out tasks such as index rebuilding, refreshing statistics, and so on, where such tasks don't require any manual intervention by the DBA. A new scheduling feature known as 'Unified Scheduler' runs these tasks during a predefined 'maintenance window', set by default to be between 10pm and 6am the next day, although these times can be customized to reduce impact on other tasks (such as batch loads) that might be taking place.

The third component of the self-managing framework is 'Server Generated Alerts', a method where the database server sends notifications via email to the DBA - including a recommendation as to how best to deal with the situation. Alerts will normally be raised where the database itself cannot deal with the situation that has arisen, such as when there is insufficient space on a disk unit to extend a datafile.

Lastly, and perhaps the most exciting of all the self-managing component frameworks, is the Automatic Database Diagnostic Monitor. This component analyzes the data captured in the Automatic Workload Repository and uses an artificial intelligence algorithm, similar to that found in Oracle Expert, to analyze areas such as lock contention, CPU bottlenecks, I/O usage and contention, issues with check pointing and so on, in much the same way that a DBA would currently do by analyzing Statspack reports.
2.5 Synchronous Change Data Capture [Stand Alone table warehouse]
Oracle Change Data Capture was introduced with Oracle 9i, and provided the ability to track changes to tables and store them in a change table, for further consumption by an ETL process. Oracle 9i Change Data Capture worked by creating triggers on the source tables, transferring data synchronously but creating a processing overhead and requiring access to the structure of the source tables. Because of the effect that the triggers had on the underlying tables, many warehouse projects did without change data capture and used other methods to capture changes.

Oracle 10g introduces Asynchronous Change Data Capture, which instead of using triggers uses the database log files to capture changes and apply them to collection tables. Asynchronous Change Data Capture therefore doesn't require changes to the table structure and doesn't impact on database performance.

2.6 Data Pump, the Replacement for Import and Export [Materialized view and Stand Alone table warehouse]
Data Pump is a replacement for the venerable IMP and EXP applications used for creating logical backups of Oracle tables, schemas or databases. Data Pump is a server application (as opposed to IMP and EXP, which were client applications) which, in beta testing, was twice as fast as the old EXP for exporting data, and ten times as fast as the old IMP for importing data. Data Pump is callable either through the DBMS_DATAPUMP package, through the replacements for IMP and EXP, known as IMPDP and EXPDP, or through a wizard delivered as part of Oracle Enterprise Manager 10g.
Data Pump (and the new IMPDP and EXPDP applications) offer a number of improvements over the old IMPORT and EXPORT, including resumable/restartable jobs, automatic two-level parallelism, a 'network mode' that uses DBLINKs/listener service names instead of pipes, fine-grained object selection (so you can select individual tables, view, packages, indexes and so on for import or export, not just tables or schemas as with IMPORT and EXPORT), and a fully callable API that allows Data Pump functionality to be embedded in third-party ETL packages.
3 Conclusion

Overall the new features offer improvements to more efficiently manage materialized views and standalone warehouse table query rewrite, SQL Execution, Data changes and Migrations, in order to make a data warehouse database, an even more powerful and less resource-intensive asset. 
The tuning features will definitely be used routinely in the development, testing and maintenance of the warehouse environment.

The data capture feature might come in handy if the refreshes for the warehouse require synchronous data changes.

As for the data pump feature, possible expansion of the warehouse model into datamarts or additional star schemas might create the need for table data duplication that will be greatly improved by the data load capacities of the data pump utility. 
